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Covariance Adjustment Versus Gain Scores—Revisited

Eric Mans
University of Nijmegen and National Institute for Educational Measurement

There are 2 main ways of estimating the average treatment effect in a 2-group

pretest-posttest study: the gain score and the covariance adjustment estimator. The

difficulty of the estimation problem arises from the fact that it involves missing

posttest data. The gain score and the covariance adjustment estimator both use the

pretest to predict these missing data, but in different ways: The gain score estimator

treats the pretest as a baseline and the covariance adjustment estimator treats it as

a covariate. Using a result by D. B. Rubin (1977), it is shown that, if the assignment

is not on the basis of the pretest, there is no basis for preferring the covariance

adjustment estimator over the gain score estimator. Contrary to what is sometimes

suggested, regression toward the mean is not a reason for not using the gain score

estimator; neither is measurement error in the pretest, unless the assignment is

affected by the pretest.

Very often in the social and behavioral sciences,

research centers around the question of whether a

treatment has an effect on some dependent variable.

Typical examples of treatments in the behavioral sci-

ences are teaching methods, psychotherapy, and labor

conditions. Typical examples in the biological sci-

ences are medication, nutrition, and toxic agents.

An important feature of a treatment is the ease with

which it can be brought under experimental control.

By experimental control, I mean that the experimenter

can decide whether a treatment is applied to a unit

(participant, animal, tissue, etc.) or not. In the labo-

ratory and in agricultural experiments, the researcher

usually controls the assignment of the units to the

treatments. For example, in studying the effect of a

fertilizer on the yield of a field of wheat, the experi-

menter decides which fields get the fertilizer, and

which ones do not. In other settings, it may be much

more difficult for the researcher to have experimental

control. For example, in studying the effect of living

alone versus living with a partner or family on car-
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diovascular problems, it is not possible for the re-

searcher to control the assignment to the treatment

(living with a partner or family vs. living alone).

One of the advantages of experimental control is

that it creates the possibility of random assignment of

the units to the condition with or the condition without

treatment. Random assignment controls for all pos-

sible variables that may be related to the dependent

variable. When there is no random assignment, the

units that received the treatment (the treatment group)

and those that did not (the control group) may differ

in a systematic way.

As an alternative way to control for systematic dif-

ferences between treatment group and control group,

one may consider a design in which the groups are

observed at two points in time: the pretest and the

posttest. In the treatment group, there is a treatment

between the pretest and the posttest, whereas in the

control group this is not the case. The aim is to make

use of the pretest values to take into account the pre-

existing differences between the treatment and the

control group. The purpose of this article is to exam-

ine how and when the data of a two-group pretest-

posttest study can be used to get an unbiased estimate

of the treatment effect. By unbiased, I mean that the

estimate is not confounded with pre-existing differ-

ences between the groups.

Describing Longitudinal Data Versus Using
Them for Causal Inference

We have longitudinal data when the units of a study

are observed at multiple time points. The multiple
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observations typically involve the same aspect(s) of

the units registered over time (e.g., educational

achievement, mental health status, tumor size). Every

time point at which an observation is made is called a

wave. In this article, only two-wave studies are con-

sidered. The analysis of longitudinal data is an impor-

tant area of methodological research, as can be seen

from the recent edited books of Collins and Horn

(1991), Gottman (1995), and von Eye (1990a, 1990b).

Using Longitudinal Data for
Descriptive Purposes

In the analysis of longitudinal data, the focus is

very often on the description of systematic patterns in

change. To make this more concrete, we consider

two-wave studies. The first observation (the initial

status) is denoted by X, and the second observation

(the final status) by Y. Then, change is defined as the

difference variable D = Y - X. A large number of

empirical studies have investigated the correlation be-

tween change and initial status, denoted by pDX, on

measures of achievement or intelligence (e.g., Bloom,

1964; Thorndike, 1966; Werts & Hilton, 1977). This

correlation is an important empirical basis for sub-

stantive theorizing about learning and growth (e.g.,

Bloom, 1964; Cronbach & Snow, 1977; Roff, 1941).

A second type of systematic patterns in change in-

volves the relation between change and some inde-

pendent variable Z. Typical examples of independent

variables are socioeconomic status (Rees & Palmer,

1970), home background variables (Harnquist, 1968),

and measures of personality and parental behavior

(McCall, Appelbaum, & Hogarty, 1973).

In the present article, the independent variable is a

dichotomous variable indicating membership to either

the control (Z = 0) or the treatment group (Z = 1). It

is useful to present the formula of the correlation be-

tween D and this dichotomous variable Z.

in which Z), and Da are the average D values in the

treatment and the control groups, respectively, .?D is

the standard deviation of D, and p is the proportion of

units in the treatment group. The term Vp(l -p) is the

standard deviation of Z (denoted by sz). In the regres-

sion equation with D as the dependent and Z as the

independent variable, the unstandardized regression

coefficient is pDZ x (s^/s^, which is equal to (D, —

D0). In the context of estimating a treatment effect

(see further), (D, - £>„) is called the gain score esti-

mator.

Some authors (Lord, 1963; Tucker, Damarin, &

Messick, 1966; Werts & Linn, 1970) have advocated

against the use of pDZ as an index of the relation

between change and an independent variable. Tucker

et al. argued that, instead of D, one should use the

residual of the linear regression of final status on ini-

tial status. We denote this residual by (Y • X). (An-

other way to denote this residual is [Y- Y].) Tucker et

al. proposed the semipartial correlation p<r-xiz as the

correct index of the relation between change and Z. It

should be noted that (Y • X) equals (D • X), which is

usually denoted as residual change.

Lord (1963) argued that not only D (or, equiva-

lently, Y) should be partialled out for X, but also Z.

For Lord (1963), the correct index for the relation

between change and some independent variable Z is

the partial correlation pDZ. x (or, equivalently, pyz. x).

This partial correlation is equal to the semipartial cor-

relation p(D.x)z (the index of Tucker et al., 1966)

divided by VI — pjz-

Finally, Werts and Linn (1970) advocated the use

of a linear regression equation with dependent vari-

able Y and two predictor variables, X and Z. Their

index of the relation between change and Z is the

unstandardized regression coefficient for Z in this

equation, denoted by fiyz • x- Analogous to the previ-

ous two indices, BK. x is equal to (3DZ. x- In the con-

text of estimating a treatment effect, pre. x is called

the covariance adjustment estimator.

A more sophisticated approach to the analysis of

longitudinal data involves the modeling of individual

growth curves (Blomqvist, 1977; Bryk & Weisberg,

1977; Rogosa, Brandt, & Zimowski, 1982; Rogosa &

Willett, 1985). In this approach, every unit is charac-

terized by a function relating the observations to the

time points at which these observations could be

made. Let time be denoted by tand the observation at

time point ( by the function Q(t). In a two-wave study

with observations at time points tl and t2, we have X

— Q('i) and Y = Q(t2). Several functional forms have

been proposed for Q(t), such as the linear, polyno-

mial, exponential, and logistic (see Rogosa & Willett,

1985). Individual differences in growth are described

in terms of the parameters of these functions like, for

example, the intercept and slope of a linear function.

With individual growth curves as the unit of analy-

sis, it is possible to criticize the use of statistics that

are based on two waves only. This has been done

extensively by Rogosa (1988) and Rogosa and Willett
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(1985). Their starting point was a collection of indi-

vidual growth curves of a particular form. They then

showed that all of the statistics presented above (pDX,

Poz. P(K-»z> • • •) may depend very strongly on tlt the
time point of the first observation. From Rogosa and

Willett's perspective, looking at whole growth curves,

this dependence on the arbitrary first time point is an

important deficiency of these statistics.

When asking the question "Which one of these

statistics is appropriate and under which conditions?"

there has to be a purpose for which these statistics are

being used. When the focus is on the modeling of

individual growth curves, this purpose is clear: The

statistics should reflect the relevant properties of these

growth curves, namely, their parameters (e.g., inter-

cept and slope, if the curve is a linear function). From

the work of Rogosa (1988) and Rogosa and Willett

(1985), it is clear that they are not useful for this

purpose.

Sometimes, one is not explicit enough about the

purpose for which these statistics are being used. This

was nicely illustrated in the otherwise excellent article

by Stoolmiller and Bank (1995). Their interest was in

evaluating the causal effect of some independent vari-

able Z._For _that purpose they considered the gain

score (Dl - DQ) and the covariance adjustment esti-

mator (Pyz-x), the same two statistics that are also

considered in this article. Stoolmiller and Bank

showed that different conclusions were reached de-

pending on which statistic was used. Moreover, they

showed that which statistic was more likely to be

significant depended on a seemingly irrelevant aspect

of the data: the size of the increase or decrease of the

variance of the final status (Y) relative to the variance

of the initial status (X). They resolved this problem by

discarding the covariance adjustment estimator on the

basis of a philosophical argument. In particular, they

argued that the covariance adjustment estimator as-

sumed that initial status could be considered as a vari-

able that has a causal effect on final status, a notion

that was not acceptable for them. Although I agree

with Stoolmiller and Bank that it does not make sense

to say that initial status causes final status, I do not

think that this is a valid reason for discarding the

covariance adjustment estimator. In my opinion, the

origin of the problem is that no explicit definition was

given of the causal effect. Therefore, it was not pos-

sible to evaluate the two statistics with respect to the

conditions under which they are an unbiased estimator

of this causal effect. The major difference between the

present article and Stoolmiller and Bank's is that I do

start from an explicit definition of the causal effect,

and I present conditions under which the two statistics

are unbiased estimators of this causal effect. In the

following, I use the term treatment effect instead of

causal effect because it has fewer connotations.

Using Longitudinal Data for Causal Inference

The goal of the present article is not to describe

systematic patterns in change or growth. In this re-

spect, it is different from the work of Rogosa and

Willett (1985) and the authors advocating the use of a

particular index to describe the relation between

change and another variable. My goal is to show how

the data of a pretest-posttest study can be used to

estimate an average treatment effect. In particular, I

present conditions under which the gain score and the

covariance adjustment estimator are unbiased estima-

tors of this average treatment effect. Estimating treat-

ment effects is called causal inference.

I now define the average treatment effect, which is

denoted by T. In defining T, I follow Rubin (1974). I

consider a population ft of units that can be assigned

to either a treatment or a control condition. The setup

for defining T is that for every unit u> in the population

(u> 6 ft) there is a value Y, on the posttest that would

be observed if that unit was assigned to the treatment

condition, and a value Yc if it was assigned to the

control condition. Then, for every unit, the treatment

effect is (Y, - Yc). It is important to see that this

treatment effect can never be observed directly be-

cause every unit is either assigned to the treatment or

to the control condition.

The average treatment effect can now be defined by

averaging (Y, - Yc) over all units in ft. A somewhat

technical assumption is needed to define this average

treatment effect. Basically, this assumption involves

that there is no interference between different units

(Cox, 1958, p. 19), so that a unit's values on Y, and Yc

are unaffected by which of the other units were as-

signed to the treatment or the control condition. This

assumption was called the stable unit treatment value

assumption (SUTVA) by Rubin (1980; see also Hol-

land, 1986). This assumption is required to ensure that

the averages in infinitely large randomized experi-

ments have negligible variance.

Now, the average treatment effect T is defined as

follows:

= E(Y,)-E(YC)

U)
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in which the expectations are over random samples

from Cl. It is important to see that T is a function of the

posttest scores only. Thinking about treatment effects

does not require a pretest! The role of the pretest

scores in this article is that they are used to estimate T.

Estimating T is a very different kind of inference

than the usual statistical inference. The reason for this

is that (Y, - Yc) can never be observed directly be-

cause every unit is either assigned to the treatment or

to the control condition. In the following, I show that,

in an indirect way, by making use of the pretest scores

and under some assumptions, it is nevertheless pos-

sible to obtain an unbiased estimate of T.

This kind of estimation is very different from the

estimation of the parameters of a standard statistical

model, like the general linear model or a model for

individual growth curves. Consider the latter type of

model, and assume that the Q(t)s are exponential

functions characterized by three parameters (rate of

increase, lower asymptote, and upper asymptote; see

Rogosa & Willett, 1985). Also, assume that the ob-

servations are equal to Q(i) plus some normal error e

(with mean 0 and unknown variance o~2). Then, using

standard statistical methods (e.g., the method of maxi-

mum likelihood) it is possible to estimate the three

parameters of Q(i) plus o-2. Moreover, by increasing

the number of observations (timepoints) these param-

eters can be estimated with arbitrary precision. Unless

some restrictive conditions hold (see further), the

same thing is not possible for T.

Average Treatment Effects in Groups Defined
by the Assignment Variable

From now on, the independent variable Z is con-

sidered to be an assignment indicator variable, which

has the value 1 for a unit if it belongs to the treatment

group, and the value 0 if it belongs to the control

group. At this point, it is good to make an explicit

distinction between a condition and a group: Every

unit has a posttest score for both conditions, whereas

it belongs to only one group. We now introduce the

following conditional expectations:

to the treatment (Z = 1) or the control group (Z = 0).

The second subscript to the u,s denotes the condition

under which the unit could be observed, and the third

subscript the group to which it actually belongs. Of

the four conditional expectations above, only two can

be observed (via the corresponding sample means):

u,y and jjiy .

Average treatment effects can now be defined sepa-

rately for the treatment and the control group. The

average treatment effect for the treatment group, de-

noted by Tr is defined as follows:

•t, = E(Y,-Yc\Z=1)

= ii ., /2>

Similarly, the average treatment effect for the control

group, denoted by T^ is defined as follows:

- "-!-„ (3)

in which the conditioning bar denotes that the expec-

tation is taken over all units in O that were assigned

The objective of Bryk and Weisberg's (1976)

value-added analysis is to estimate T,. Although they

did not use Rubin's (1974) framework, their value-

added is identical to T,.

Estimators of the Average Treatment Effect

The goal of this article is to show how the data of

a pretest—posttest study can be used to estimate the

average treatment effect T. For that, I present some

estimators of T and formulate some conditions under

which they are unbiased. For estimating T, two main

candidates can be found in the literature: the gain

score and the covariance adjustment estimator. For

estimating Tf I consider the estimator proposed by

Bryk and Weisberg (1976).

To present these estimators, some notation is

needed. The observations at the pretest are denoted by

X, and Xc, for the treatment and the control group,

respectively. The observations at the posttest are de-

noted by Y,t and Ycc, for the treatment and the control

group, respectively. As before, in Y,, and Ycc, the first

subscript denotes the condition and the second de-

notes the group. The estimators will be introduced for

the population case.

The gain score estimator is denoted by T*"'", in

which the hat (") denotes that the estimator is expected

to approximate another quantity (T), and not that it is

a sample quantity. Let the expectations of X,, Xc, ¥,„
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and Ycc be denoted by, respectively, \iXf u,y, \J.YJ and

\>JY . Then, the gain score estimator can be written as

follows:

The statistic that is used for testing the null hypothesis

that T8"'" equals zero is the two-sample T statistic

computed on the pretest-posttest differences (gain

scores) in the two groups.

The covariance adjustment estimator, denoted by

T<?"vWj, is defined as follows:

in which p denotes the slope of the within-group lin-

ear regression of If,, on Xr and of Ycc on Xc. For

simplicity, assume the regressions in the treatment

and the control group to have equal slopes. Without

this assumption, a somewhat more complicated for-

mula is needed. For testing the null hypothesis that

f ""''"* equals zero, use the F statistic that is routinely

computed as part of an analysis of covariance.

To present Bryk and Weisberg's (1976) estimator

of T,, we start from the following equation:

(5),, - Mr,.,-

The first conditional expectation on the right-hand

side of Equation 5 can be observed (via the corre-

sponding sample mean), whereas the second cannot.

Bryk and Weisberg proposed to predict the Fcs in the

treatment group by means of a regression model. The

predicted Ycs of the treatment group units are denoted

by Ya. Bryk and Weisberg used two types of linear

regression models for Yct: (a) one that uses the pretest

scores X, as predictor and (b) one that uses only back-

ground variables as predictors. The first predictor is

the following:

(6)

in which U is the amount of time between pretest and

posttest, and 8 is a linear growth rate. Notice that in

this prediction formula, the intercept is restricted to 0

and the regression coefficient of X, is restricted to 1.

The second predictor is an ordinary linear regression

equation without X, and without restrictions on the

regression parameters, using as predictors background

variables like age, intelligence, mental health status,

environmental influences, and so on.

A problem with Bryk and Weisberg's (1976) ap-

proach is that they were not explicit about the data

that should be used to compute the regression equa-

tions. In their application, Bryk and Weisberg used

the pretest data of the treatment group (i.e., to deter-

mine the 8 in Equation 6, X, is regressed on the age of

the participants). Another possibility is to make use of

the control group data (both pretest and posttest).

In the following, I present conditions under which

the estimators above are unbiased. My focus is on the

estimation of T by means of T*""1 and f™1""* . The

condition under which Bryk and Weisberg's (1976)

estimator is unbiased can be treated as a supplement

to the discussion of the unbiasedness of f ""'•<'*.

Some Preliminary Results

In the following, we need some formulas that ex-

press T as a function of some conditional expectations.

Two types of conditional expectations are needed:

those that result from conditioning on a covariate and

those that result from conditioning on the assignment

variable.

Conditioning on a Covariate

In the following, we need a formula that expresses

T as a function of conditional expectations given some

covariate. We will use this formula mainly for the

case in which the pretest is taken as the covariate.

However, the formula holds for all possible covari-

ates. The conditional expectations of Y, and Y^, given

some value x of X, are denoted by (J,y(jc) and u,y(;t).

Because of SUTVA, the values of \i.r(x) and u,y(j:)

are independent of the other units in fl that were

assigned to treatment or control. Formally, these con-

ditional expectations are defined as follows:

in which the conditioning bar denotes that the expec-

tation is taken over all units in fl with X = x.

The functions u,r (X) and |Ar (X) are the regressions

of Y, and Yc on X. If ^(X) and ^Y(X) only differ by

a constant, they are called parallel, and the average

treatment effect in the stratum defined by X is inde-

pendent of X. Very often, these regressions are as-

sumed to be linear. At a later point in this article, I

also make this assumption. However, the main results

hold for any type of regression.

Now, random sampling from fl can be seen as a

two-step operation: First, a value of X is drawn at

random from fl, and second, a value of Y, or Yc is
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drawn at random from the stratum defined by X. Then,

it follows from standard properties of conditional ex-

pectations that

= M-r, - ^yc.

in which the expectations are over random samples of

X from n. This two-step operation is shown in Figure

1: The conditional expectations \t,Yt(X) and v»Yc(X),

obtained in the second step, are weighted by the dis-

tribution of X in ft, from which we sample in the first

step.

Conditioning on the Assignment Variable

Recall that the assignment variable Z has the value

1 for a unit that belongs to the treatment group, and 0

if it belongs to the control group. Now, let P(Z = z)

denote the probability of Z being equal to z. Then,

from standard properties of conditional expectations it

follows that

= 0) (7)

and

\LYc = iLYaP(Z = 1) + v.YcP(Z = 0). (8)

Inserting Equations 7 and 8 in Equation 1, it follows

that

- fLy )P(Z = 0).

(9)

Equation 9 is useful for estimating T. In the following,

I present methods for estimating the quantities on the

right-hand side of Equation 9. In this way, an estima-

tor for T can be derived.

conditional

expected
vaiue

Estimating the Average Treatment Effect

The starting point for estimating T is Equation 9.

On the right-hand side of this equation, there are six

unknown quantities: two probabilities, P(Z = 1) and

P(Z = 0), and four conditional expectations, pYj u,^,

Hy , and (j,yt. The estimation problem is split up into

three parts: P(Z = 1) and P(Z = 0), jjLyn and \LYJ and

jxy and |j,y (as detailed in the next three sections,

respectively).

Before considering this estimation problem, some

notation for the sample data that will be used needs to

be introduced. There are n, units in the treatment

group. The values of these units on the pretest and the

posttest are denoted by xti and y!ti, respectively (i =

1, . . . , n,). This notation reflects the conceptual

framework: The double t indexing y reflects the fact

that the units in the treatment group (second t) not

only have an observed posttest value for the treatment

condition (first t), but also an unobserved one for the

control condition. The pretest score x has a single

group index t only, because every unit has only one

possible value. Further, there are nc units in the con-

trol group. The scores of these units on pretest and

posttest are denoted by xci and ycci, respectively (/ =

1,. . ., nc.). Again, the double c indexing y reflects the

fact that the units in this group also have an unob-

served posttest score for the treatment condition.

Dealing With P(Z = /; and P(Z = 0)

The easiest way to deal with P(Z = 1) and P(Z =

0) is to treat them as known. They are known if they

are fixed by design. Fixing these probabilities by de-

sign is easy if the researcher controls the assignment

to the treatment and the control group. And if experi-

mental control is not possible, fixing by design still is

possible if the researcher samples from the population

until he or she has the required number of units in

both groups.

If the probabilities are unknown quantities, they

have to be estimated from the realizations of Z The

joint estimation of the assignment probabilities and

the |j.s involves two steps: First, P(Z = 1) and P(Z —

0) are estimated from the realizations of Z, and sec-

ond, the jxs are estimated from the realizations of X,

Y^, and y, conditionally on the realizations of Z. The

probabilities P(Z = 1) and P(Z = 0) are estimated as

follows:

Figure 1. The regressions of the posttest on the pretest

scores for the control (top) and the treatment (bottom) con-

dition, and the distribution of the pretest scores.
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Estimating fiY and HY

Estimating jj,^ and |j,y is the easy part in the es-

timation of T. The estimators for ̂  and u,y^
 are

simply the means of the posttest scores in the treat-

ment and the control group. These means are denoted

by yn and yce and they are computed as follows:

y,,=-

Under random sampling from fl, the sample means

yn and ycc are unbiased estimators of u,y and \^Y . For

ytt and (j.Kr_, the reasoning is as follows: (a) y,, is an

unbiased estimator of \I,YII if the yttis are a random

sample from the subpopulation in fl that is defined by

Z = 1, and (b) the y,tis are such a random sample if

the units are sampled at random from fl. The fact in

(b) is a special case of the more general fact that one

can get a random sample from any subpopulation by

taking a random sample from the whole population

and then classifying the sampled units according to

subpopulation.

Estimating //y and [iY,

Estimating JJL^ and p.y is the hard part in the es-

timation of T. The reason for this is simple: One can-

not observe control condition posttest scores for the

treatment group units, nor the treatment condition

posttest scores for the control group units. The basic

idea behind the solution for this problem is to make

use of the pretest scores to predict the posttest scores.

Basically, there are two ways in which the pretest

scores can be used to predict the posttest scores: (a) by

treating the pretest scores as a covariate, and (b) by

treating them as a baseline. Discussing these two ap-

proaches constitutes the core of this article, and the

next two complete sections are devoted to it.

Treating the Pretest Scores as a Covariate

I first describe how the pretest scores can be used to

predict the posttest scores under the condition that

could not be observed (ytci and y,.,,). At the same time,

I present a sufficient condition under which these pre-

dicted scores result in an unbiased estimator of |xy

and (jir . Second, I give an example of a situation in

which this condition does not hold and the estimator

is biased.

The Method and When It Works

In this section, I present a result that was proved by

Rubin (1977). The major difference between his pre-

sentation and the present one is that I took Equation 9

as my starting point. This equation allows for a direct

comparison of the two methods (treating the pretest as

a covariate or as a baseline).

For the unknown quantities in Equation 9, jty and

\t,Ycf the following holds:

0] (10)

and

(11)

in which the expectations are over random samples of

Xs from fl. To show how Equations 10 and 11 can be

used to estimate \i.Y and \i.Y, let's proceed in two

steps. In the first step, assume the regressions |J.y(X)

and u.y(X) to be known. In that case, under random

sampling from fl, the following statistics are unbiased

estimates of \LY and u,y :

nc

(12)

and

M-i- = • (13)
" "r

Notice that in Equation 12, the regression for the

treatment condition is evaluated at the pretest scores

that were observed in the control group. And in Equa-

tion 13, the regression for the control condition is

evaluated at the pretest scores that were observed in

the treatment group. The fact that jiy and (LYa in

Equations 12 and 13 are unbiased follows from the

fact that, under random sampling from fl, there also

are random samples from the two subpopulations de-

fined by Z.

In the second step, the pY(xci)s and u,y^(jcB.)s are

replaced with conditionally unbiased estimates. By

conditionally unbiased, I mean unbiased over random

samples that yield the same values for the xns and xcis
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as observed in the present sample. These estimates

can be substituted in Equations 12 and 13 to obtain

unbiased estimates of u,^ and u^ .

At this point, we have to drop our assumption that

the regressions in Equations 12 and 13 can be of any

type (linear, quadratic, exponential, etc.). To obtain

conditionally unbiased estimators of these regres-

sions, we assume them to be linear, although any

other type will also do, if it fits with the data:

and

(14)

(15)

Notice that the slopes of the two regressions are equal.

This is not a requirement. It just helps keep the for-

mulas simple.

If there is reason to doubt the linearity of the re-

gressions, one may also block on the pretest. By this,

I mean that the units are grouped into a number of

blocks on the basis of their pretest scores. Let there be

K such blocks, indexed by k = \ , . . . , K . Then, the

regression lines for the two conditions can each be

replaced by a set of K conditional expectations E(YC\X

in block k) and E(Y,\X in block k). In this way, any

type of relation between pretest and posttest can be

modeled. The disadvantage of blocking is that it im-

plicitly assumes that the differences between the X

values in a single block can be ignored. If they cannot

be ignored, this will result in a biased estimate of T.

This problem, and the related problem of blocks that

have no observations for one of the conditions, were

discussed by Cochran (1968a) and Rubin (1977).

Estimating the parameters of the linear regressions

in Equations 14 and 15 is possible by means of least-

squares fitting. This fitting procedure takes as its input

the n, (Xtf, }'„,) pairs and the nf (xci, yiri) pairs. Substi-

tuting \iyt/ /jy , and p with their least-squares esti-

mates, the following estimates of ILY[X) and \LY(X) are

obtained:

and

(16)

(IV)

The question now is whether (Xy(jc) and (LY (x) are

conditionally unbiased. A sufficient condition for this

conditional unbiasedness is the following: y,,, is a con-

ditionally unbiased estimate of Hyr(jca-), and ycci is a

conditionally unbiased estimate of ^r(xci). Obvi-

ously, here the conditioning is on a single value of X

only (i.e., *„• or xci). To show that the condition above

is indeed sufficient, we derive the conditional expec-

tation (given alljCrfS and;rds) of (LYi(x). (The derivation

for $.Y(x) is analogous.) The whole set of*,,* and x^s

is denoted by x. We then get the following:

(18)

Making use of the assumption that yai is a condition-

ally unbiased estimate of M-ypc,,-), we can replace

E[yn;|x,J with jiyr(jc,,.). This assumption also allows us

to replace £[P|*J with p. This can be derived from the

formula for p, or it can be seen as a direct conse-

quence of the conditional unbiasedness of least-

squares estimates under the assumption above. Thus,

from Equation 18 it follows that

and

E[(Ly,MM = + № - s,), (19)
nt

= p.Ya + $(x-xt), (20)

= M.y,W, (21)

which had to be shown. Equation 20 follows from

Equation 19 by inserting the right-hand side of Equa-

tion 14.

The obvious question now is when are ym and ycci

conditionally unbiased estimates of |xy(;t) and jj.y(j:)?

This property holds if the units are assigned to the

groups on the basis of their pretest scores xti or *„•.

Assignment on the basis of pretest scores means that

any two units with the same pretest score are (a) al-

ways assigned to the same group, or (b) randomly

assigned to one of the groups (with any probability).

The assignment probability may depend on the pretest

score. For example, in a study on the effectiveness of

a remedial teaching program, one may divide the chil-

dren into four groups on the basis of their pretest

scores relative to the 25th, 50th and 75th percentile of

the pretest score distribution: (1) below the 25th, (2)

between the 25th and the 50th, (3) between the 50th

and the 75th, and (4) above the 75th. The children in

Group 1 are assigned to the treatment group with
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probability 1.0, those in Group 2 with probability .7,

those in Group 3 with probability .3, and those in

Group 4 with probability .0.

The fact that yai is a conditionally unbiased esti-

mate of M-r^n) if the assignment is on the basis of the

pretest scores follows from the fact that ytti is a ran-

dom sample from the subpopulation of SI defined by

xti. The latter follows from the fact that the units are

randomly drawn from ft and that, conditionally on the

pretest score, the units are either always assigned to

the same group, or randomly assigned to one of the

groups. An analogous reasoning holds for ycci and

H%(*c-;)-
We now compute unbiased estimates of \I,YI and

u,y by substituting the ^y(j:d)s and \i.Y(x,^ in Equa-

tions 12 and 13 with their estimates in Equations 16

and 17. (Notice that p,y and p,K in Equations 12 and

13 are themselves estimates of jj,,, and \LYtf which are

unbiased under random sampling from O.) For |iy ,

this results in \ylt + j}(;tc - *,)], and for |lr it results in

\ycc + (§(*, - xc)].

To get an estimator for T, we start from Equation 9

and replace \LY with y№ \J.Y

 w^ >V> Mr with Ucc +

J3(*, - xc)], and u,r/ with \yn + P(*c. - jc,)]. After some

rewriting, we get the following:

the covariance adjustment estimator.

It is important to realize that jiy and |1K are pre-

dictions on the basis of a linear model that is esti-

mated using the posttest scores of the other group. It

is good practice to check whether this model is also

valid for the pretest scores that are used to estimate

(jLy and jij, (. If the pretest scores in the two groups do

not overlap (as in the regression discontinuity design;

see Cook & Campbell, 1979, pp. 137-146) there are

no (XeYc) pairs with pretest scores in the range of X,

and no (Xp Y,) pairs with pretest scores in the range of

Xc. In that case, there is no empirical check of the

regression lines for the range of pretest scores in

which they are used for estimation.

Notice that measurement error does not play a role

in our condition for unbiasedness of f°vad' •. The key

point is that the assignment is on the basis of the

pretest scores, which may by measured with or with-

out error.

When Does It Not Work?

In general, the covariance adjustment estimator is a

biased estimator of the average treatment effect ^ if

the assignment is not on the basis of the pretest. Un-

fortunately, this is very often the case. In fact, if the

assignment is under experimental control, one may

just as well randomly assign the participants to the

groups regardless of their pretest scores. In that case,

one would have an ordinary randomized study, and

the posttest difference (ya - yct.) would be an unbiased

estimator of T. However, in some applied settings,

assignment on the basis of a pretest may have the

advantage that it is more acceptable for the partici-

pants than ordinary random assignment. Take the re-

medial teaching example: The fact that low pretest

scorers have a higher probability of receiving reme-

dial teaching will appear more fair than an assignment

in which every participant has an equal probability.

To see how the assignment mechanism can cause

bias, consider a hypothetical study on the effective-

ness of a new chemotherapy on the size of tumors.

Assume that the treatment effect is zero for every

patient (yni = yai and ycci = ytci, for all i). Now, the

assignment can be such that, for every pretest score

(tumor size before treatment), patients with a malig-

nant tumor have a higher probability of being as-

signed to the treatment group than to the control

group, whereas the reverse is true for patients with a

benign tumor. Such an assignment will probably re-

sult in a positive yv-adi-i because ya will be larger

than ycc, and xt will be equal to xc if there is no relation

between pretest tumor size and tumor type (malignant

or benign).

An assignment mechanism that can easily lead to a

biased 7"""'°* js self-selection. This simply means

that participants assign themselves to one of the

groups on the basis of whatever criteria they consider

relevant. For example, consider a hypothetical study

on the effectiveness of a psychotherapeutic treatment

of depression. From a large-scale screening it was

known that some group had a risk of becoming de-

pressed. For this group at risk, we have pretest and

posttest scores on a depression inventory with an in-

terval of about 2 years. During these 2 years, partici-

pants might decide to go into therapy. To get rid of the

additional complexity due to sampling variability,

consider the population case.

We now make three assumptions. First, it is as-

sumed that for none of the participants is there an

effect. In other words, Y, = Yc. Therefore, we denote

Y, and Yc by Y. To introduce the second assumption,

we use concepts of classical test theory (Gulliksen,

1950; Lord & Novick, 1968). In particular, X and Y

are decomposed in a true score (Tx and TY) and an

error score (Ex and EY):
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Y=TY + EY.

It is assumed that Ex and EY both have an expected
value of 0, and that they do not correlate with any of
the true scores, nor with each other. It can be shown
that a decomposition under these restrictions is always
possible. Now, the second assumption is stationarity.

By this, we mean that Tx = Tr = T for all partici-
pants. So, participants may change from pretest to
posttest, but their true scores remain the same. The
third assumption is that participants decide to go into
psychotherapy or not on the basis of their true scores.

That is, assignment is on the basis of T. Psychologi-

cally, this may mean that participants do not make
such a decision on the basis of their momentary feel-

ings, as indicated by X, but on the basis of their feel-
ings over a longer period of time, as reflected in T.

In Figure 2, it is shown, for 7 participants, how the
scores on the depression inventory may vary over
time. The horizontal lines are the participants' true
scores, which are not changing over time. The curly
lines are the participants' momentary feelings that
fluctuate around the true scores. At the pre- and the
posttest, these momentary feelings are observed by
means of the depression inventory. They are the ob-
served pretest and posttest scores. Note that the de-
viations between observed and true scores are due to
fluctuations over time and not to measurement error in
the sense of variation over hypothetical independent
test takings at the same moment in time. Also note
that the participants assign themselves to the treat-

Treatment \

Control

Figure 2. Depression inventory scores for 7 participants,
varying over time (fluctuating lines) around their true scores
(horizontal lines).

ment group if their true scores exceed some critical
value (Participants 1—4 vs. Participants 5-7).

In an infinitely large sample, the covariance adjust-
ment estimator is the following:

*"" "* = iLYa - p.̂  - &!!«, - v.x). (22)

Using the assumptions above, this expression can be
simplified. In particular, because the assignment is on
the basis of T, which is independent of Ex, the fol-
lowing holds:

= E(T|Z=1) + E(EX|Z=1)

= E(T\Z=1),

which will be denoted by \LT. In an analogous way,
we can show that u.x is equal to E(T\Z = 0) = u.r .
And making use of the fact that T is also independent

of EY, we can show that \LY = u.r and \\.Y = Mr • So,
Equation 22 can be written as follows:

So, for T"""-"* to be an unbiased estimator of T = 0,

P has to be equal to 1, because otherwise 7'"""* js
different from 0. However, starting from the formula
for the least-squares estimator of p, and making use of
the assumptions above, the following can be shown:

P(Z = 1)VAR(71Z = = 0)VAR(T|Z = 0)

P(Z = 1)VAR(X|Z = 1) + P(Z = 0)VAR(X|Z = 0)'

Because VAR(J|Z = 1) < VAR(X|Z = 1) and
VAR(T|Z =0) < VAR(X|Z = 0), P is less than 1.
Therefore, f<n-a4i- is a biased estimator of T.

Unbiased Estimation Using Bryk and

Weisberg's (1976) Value-Added Analysis

Bryk and Weisberg (1976) wanted to estimate the
following quantity:

As was shown in the section Estimating fiY and fiY ,

yn is an unbiased estimator of \i.Y . To obtain an un-
biased estimator of u,y , we make use of Equation 11.
This equation not only holds for regressions on the
pretest scores, but for regressions on any set of co-
variates, with or without the pretest scores. Bryk and
Weisberg's (1976) first estimator makes use of both
X, the pretest scores, and U, the amount of time be-
tween pretest and posttest, as covariates/predictors of
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Yc (see Equation 6). The regression that underlies the

prediction formula (Equation 6), is the following:

in which x and u are observed values of X and U. This

regression is a restriction on the more general linear

regression (a + |lx + S«), which can also be written as

[|A^ + $(X - Xc) + 8(U - Uc)].

We now make use of the control group data to

obtain conditionally unbiased estimates of the .̂j. (JE,

«)s. (This is different from the analyses done by Bryk

and Weisberg (1976), but not inconsistent with the

idea behind value-added analysis.) In the same way as

for the covariance adjustment estimator, it can be

shown that these conditionally unbiased estimates can

be obtained if the units are assigned to the groups on

the basis of (a) their pretest scores x and (b) the

amount of time between pretest and posttest. Of

course, if pretest and posttest are at the same time for

every unit, part (b) of this condition does not make

sense, and can be dropped.

Bryk and Weisberg's (1976) second estimator does

not make use of the pretest scores but only of back-

ground variables. Starting from the regression of Yc

on these background variables, and using the same

logic as above, it can be shown that unbiased estima-

tion of T, is possible if the units are assigned to the

conditions on the basis of these background variables.

It must be noted that under these conditions for

unbiased estimation of tp unbiased estimation of T is

also possible. The estimator to be used in this case is

the covariance adjustment estimator that is based on

the regressions of Yc and Y, on all of the variables that

are involved in the assignment of the units to the

conditions.

Lord's Paradox

A large part of the criticism of the covariance ad-

justment estimator is due to a methodological problem

known as Lord's paradox. This paradox was first pre-

sented in a short article in Psychological Bulletin

(Lord, 1967). The article focused on a hypothetical

data set that is analyzed by two statisticians, one using

the covariance adjustment, and the other using the

gain score estimator. Not surprisingly, they arrived at

very different conclusions. Lord appeared to be in

favor of the gain score estimator. In 1969 and 1975,

Lord wrote two additional short articles on the para-

dox in which he presented some new examples.

Holland and Rubin (1983) resolved Lord's paradox

by applying Rubin's (1974) model for causal infer-

ence (which is also used in the present article) to each

of Lord's (1967, 1969, 1975) examples. In essentially

the same way, Wainer (1991) clarified the problem of

how to adjust for differential base rates. The problem

of differential base rates is well-known in laboratory

studies using existing groups and has the same struc-

ture as one of Lord's examples.

Because it fits well in the present article, I now

show how Holland and Rubin (1983) resolved the

paradox that is involved in the first of Lord's ex-

amples (Lord, 1967). Lord (1967) introduced his ex-

ample as follows:

A large university is interested in investigating the ef-
fects on the students of the diet provided in the univer-
sity dining halls and any sex differences in these effects.
Various types of data are gathered. In particular, the
weight of each student at the time of his arrival in Sep-
tember and his weight the following June are recorded,
(p. 304)

This short description gives all of the relevant ele-

ments of the study.

Crucial to the resolution of the paradox is that there

is no control condition. The treatment condition is the

university dining hall diet, but speaking about the ef-

fect of this treatment, as Lord (1967) did, requires that

there must also be a control diet, because the effect of

a treatment is only defined relative to a control con-

dition.

Lord (1967) was also interested in "any sex differ-

ences in these effects." Thus, we have to estimate the

average treatment effects for males and females sepa-

rately. These two average treatment effects are de-

fined in an analogous way as T, and TC (see Equations

2 and 3). We introduce the variable G (gender), which

has the value 1 for males and 2 for females. Then, the

average causal effects for males and females are de-

fined as follows:

The variable Y, is the posttest weight (in June) of a

student taking the university dining hall diet, and Yc is

the posttest weight of a student taking the control diet.

To prevent confusion, it is good to note here that

the variables Z and G are of a different kind: Every

unit can in principle belong to each of the two levels

of Z (this is what allows us to define the treatment

effect (Y, - Yc)), but this is not possible for G because

every person is either male or female. So, it does not

make sense to say that gender has a causal effect on

weight.
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Returning to Lord's (1967) question now, the pa-

rameter of interest is the following: A = T, - T2.

Computing A is not possible without making assump-

tions about the unobserved Yc. This is the point where

the two statisticians in Lord's (1967) example make

different implicit choices (which were made explicit

by Holland & Rubin, 1983). The first statistician im-

plicitly assumes that the posttest weight under the

control diet (Yc) would be equal to the pretest weight

(X). Replacing Yc in Equation 23 with X, and after

some rewriting, we find that A is equal to the gain

score estimator. The second statistician implicitly as-

sumes that Yc would be equal to (ct + pJ.X), in which (3

is the slope of the within-group regression lines:

E(Y,\X,G=j) = aJ+pX, 7=1 ,2 .

Replacing Yc in Equation 23 with (a + f l X ) , and after

some rewriting, we find that A is equal to the covari-

ance adjustment estimator.

For the present article, the relevant points in Hol-

land and Rubin's (1983) analysis of this example are

the following: (a) There is no control condition in the

study. Therefore, we have no information about Yc.

(b) The two statisticians propose estimators for A, the

difference between the average treatment effects for

males and females separately. They do not propose

estimators for T, the average treatment effect for the

whole population, (c) These estimators are based on

assumptions about Yc that are untestable.

Treating the Pretest Scores as a Baseline

The Method and When It Works

For the ease of exposition, we consider the popu-

lation case. To present the method, we start from Fig-

ure 3. In this figure, the expected values for the two

groups are connected with full lines. They indicate the

pretest— posttest trends in the two groups. These trends

are denoted by p,, and pct, and they are defined as

follows:

Note that pn and f>cc are computed on different groups

(second index) in different conditions (first index).

The gain score estimator is based on the following

idea: The two unknown quantities, \i,Ya and jj.y , can

be estimated by applying the trend in the one group to

the pretest mean in the other group:

PratMt Poettast Time

Figure 3. Expected values for the treatment and the con-

trol group at the pretest and the posttest, both observed

(closed circles) and predicted (open circles).

= V-xl: + Pn

and

(24)

(25)

These estimates are shown in Figure 3 by the open

circles, and they are connected with the pretest means

from which they were computed by a dashed line.

Now, by replacing p,r and jj,y in Equation 9 with |ly

and (LY , after some rewriting we get the following:

the gain score estimator.

A sufficient condition for T*"'" to be an unbiased

estimator is that the trends are independent of the

groups. By this, we mean the following:

and

P« =) M-K,C - V-xc = V-Y,, - V-x, (= P«) (27)

(28)

The first equation says that the trend in the treatment

condition is independent of which of the two groups is

assigned to this condition. And the second equation

expresses the same independence for the trend in the

control condition. Replacing p,, and pcc in Equations

24 and 25 with p,c and pcr, we see that unbiasedness

holds.

There is a similarity between this condition and the

condition for unbiasedness of the covariance adjust-

ment estimator: They both involve some kind of in-
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dependence of Z, the assignment variable. To see this,

we rewrite Equations 27 and 28:

E(Y, - X|Z = 0) = E(Y, - X\Z = 1) = E(Y, - X)

and

(29)

(30)

In these equations, we say that the difference vari-

ables (Y, - X) and (Yc - X) are independent of Z. For

the covariance adjustment estimator, the condition for

unbiasedness can be written as follows:

and

E(Y,\X,Z = Q) = E(Y,\X,Z =!) =

E(YC\X, Z = 0) = E(YJX, Z= 1) = E(YC).

In these equations, we say that, conditionally on X, Y,

and Yc are independent of Z.

There is no practical advantage in this way of pre-

senting the gain score estimator and the condition

under which it is unbiased. This is different from the

presentation of the covariance adjustment estimator:

There I presented a condition for unbiasedness (as-

signment on the basis of X) that can be realized in

practice. For the gain score estimator there is no such

condition. The sole purpose of this presentation of the

gain score estimator is to give it a rationale from the

perspective of estimating T.

In the depression therapy example in the When

Does It Not Work? section (p. 317), T*"'" is an unbi-

ased estimator. In this example the trends are inde-

pendent of the groups. In particular, the trend in the

treatment condition is equal to 0 for both groups (be-

cause |u,jr = nx = |jtr and (j,y = \LX = u.r). The

same holds for the trend in the control condition.

When Does It Not Work?

In the depression therapy example, the unbiased-

ness of T8"'" is due to the stationarity of the true scores

(Tx = TY = T, for all participants). There is no com-

pelling psychological reason why this stationarity

should hold. For instance, a valid reason for nonsta-

tionarity may be that highly depressed persons are

likely to start worrying about their condition and, as a

consequence, undertake action to change their lives

(e.g., going into therapy). This attitude may decrease

their level of depression, regardless of the fact that the

therapy has no effect (Y, = Yc for all persons). In that

case, T8"'" would be biased.

I now present an example in which f"""** js un-

biased but Tgal" is not. In this example, we consider a

hypothetical study on the effect of a remedial teaching

program for children with reading difficulties. Before

and after the remedial teaching, a test for reading

ability was administered. Assume that there was no

effect of remedial teaching for any of the children (Y,

= Yc = Y). The starting point now is the scatterplot of

the (X, Y) pairs. This plot is shown in Figure 4. Be-

cause we assume that, for all units, the treatment has

no effect, this plot is as well the plot of the (X, Y,)

pairs as of the (X, Yc) pairs.

The vertical line in this figure denotes the cutoff

point for assignment to either the group that gets re-

medial teaching (the treatment group) or the group

that does not (the control group). Thus, assignment

was on the basis of the pretest scores, and the covari-

ance adjustment estimator would be unbiased in this

case. The existence of such a cutoff point is not nec-

essary for f*""1 to be biased, but it facilitates the ex-

position. Figure 4 also shows the regression line. This

line is the conditional expectation E(Y\X), considered

as a function of X. This line is assumed to be linear.

Intercept and slope of this line are denoted by a and

Y E(Y\X) = a + yX.

We now compute n-y and JJLK from the regression

E(Y\X). In particular, u,K is equal to the expected

value of E(Y\X) over the distribution of X in the treat-

ment group:

IJ-r,, = E[E(Y\X)\Z= 1] = a + ytLx. (31)

Treatment | Control

Cutoff
Point

Figure 4. Scatterplot of (X, Y) pairs (pretest score, posttest

score), linear regression line (a + yX), and cutoff point for

assignment to treatment or control group.
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And similarly, jjij, is equal to the expected value of

£(ypO over the distribution of X in the control group:

|i.rcc = E[E(Y\X)\Z = 0] = a + y».Xc. (32)

Inserting Equations 31 and 32 in Equation 26, we get

the following:

*•"*•=(7- (33)

Because T is equal to 0, the right-hand side of Equa-

tion 33 is the amount of bias in T*""". Thus, the bias

depends on -y. Moreover, the sign of this bias is posi-

tive or negative depending on whether -y is larger or

smaller than 1. Because there is no reason for y to be

exactly equal to 1, t80'" may very well be biased.

Regression Toward the Mean

In the remedial teaching example, there is regres-

sion toward the mean if -y is between 0 and 1. Re-

gression toward the mean is to the gain score estima-

tor what Lord's paradox is to the covariance

adjustment estimator: a methodological issue that is

responsible for a large part of the criticism of this

estimator. However, as will be shown, regression to-

ward the mean has nothing to do with the estimation

of a treatment effect.

We first give a definition of regression toward the

mean. We give a definition in terms of the expected

values of the pretest and the posttest scores in the two

groups. Without loss of generality, we start from the

assumption u,x > |j,x (starting from \LX < \t.x is analo-

gous). Then, regression toward the mean is the fact

that (jj.^ - |xrj is smaller than (u^ - |i^), while still

being positive. In the remedial teaching example, this

holds if -y is between 0 and 1. A consequence of the

inequality 0 < (u.j,_ - \LY) < (v-x, ~ V-x) K mat the
posttest means (JJ.F and |j.F ) are closer to their overall

mean [M-^PfZ = 1) + p.yjP(Z = 0)] than the pretest

means (^x and |JLX ) to their overall mean [u,xP(Z =

1) + fePfZ = 0)f.

Notice that this definition of regression toward the

mean does not require the concept of a regression line

describing the relation between pretest and posttest

scores. In this respect, it is different from the defini-

tion in Rogosa et al. (1982, p. 735). In their definition,

there may be regression toward the mean for some

pretest scores but not for others. Then, to make a

statement about a whole set of data, one has to ag-

gregate over the pretest scores. This may involve

complexities that are introduced by the shape of the

regression line and the distribution of the pretest

scores in the two groups. In our definition, we do not

encounter such problems.

If there is regression toward the mean, f*"'" is al-

ways different from 0. This can be seen by rewriting

the right-hand side of Equation 26 as (V.Y - [xy ) -

<W, - V<x)> which is negative if (IA,, - (xrj < (u^ -

[LX ). (If we had started from (JLX < (JLX instead of iix

> (ix, f*"'" would be positive instead of negative.)

Regression toward the mean has received much at-

tention in the literature (see, e.g., Cronbach & Furby,

1970; Furby, 1973; Labouvie, 1982; Nesselroade, Sti-

gler, & Baltes, 1980). I will try to clarify some issues by

looking at them from the perspective of estimating T.

Why did regression toward the mean receive so

much attention? Because regression toward the

mean is just a label for an observable phenomenon, it

is strange that it has received so much attention. The

reason for this is probably that one is not interested in

describing an observable phenomenon, but in drawing

inference about the nonobservable average treatment

effect. Implicitly, one makes a link between the re-

gression phenomenon and this inferential problem.

Making this link is furthered by considering situations

in which there is as well regression toward the mean

and bias in T*01". In one such situation, one assumes

no treatment effect for all units (Y, = Yc = Y), as we

did in the remedial teaching example. One also as-

sumes the variance to be stationary from pretest to

posttest. One then makes use of the following fact:

in which rxy denotes the correlation between X and Y,

and sx and sr the standard deviations of X and Y. So,

under stationarity of variance, -y is equal to rxy, which

is almost always between 0 and 1 if X and Y are two

scores on the same measurement instrument. From

this, we can conclude that if there is no treatment

effect for all units, and the variance is stationary, there

is almost always regression toward the mean and bias

in T*'"".

Does regression toward the mean imply that the

gain score estimator is biased? For the remedial

teaching example, one cannot say that regression to-

ward the mean is responsible for the bias in T*"'".

Regression toward the mean and a biased TX<"" are

simply two aspects of the same data pattern, and there

is no logical relation between the two phenomena. In

particular (a) regression toward the mean does not

imply that Tgam is biased, and (b) the absence of re-

gression toward the mean does not imply unbiased-
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ness of T8""1. To show that (a) is true, I present a data

pattern that exhibits regression toward the mean but in
which T*0"1 is unbiased. To show that (b) is true is

much easier and can be done along the same lines as

for (a).
Consider a hypothetical study on the effect of a new

therapy for fear of failure. Students that mentioned

this problem to the counselor of their study program

were offered the possibility to take part in this new

therapy. The students that decided to take part in the

therapy were the treatment group, and those that did

not were the control group. All students who had a

talk with their counselor filled in a questionnaire that

was used as an indicator of their fear of failure. They

filled in this questionnaire a second time after the

therapy. The data of a particular study of this kind are

shown in Table 1. There were 5 students in each of the

groups. All numbers printed in boldface were not ob-

served. The averages are computed for the two groups

separately.

Starting from (x^ > ^xr<
 we nave regression toward

the mean if (u,y_( - \LYc) is smaller than (|j,x - \t.x),

while still being positive. This holds for the data in

Table 1, because (u,y -\LY) = 6-5 = 1 and (\LX:

-u,x) = 7-3 = 4. Thus, among the students who

went into therapy, fear of failure decreased a little bit,

and among those who did not go into therapy, fear of

failure increased.

It is clear that, in Table 1, other values could be

chosen for the nonbold numbers in the columns ¥„ Yc,

Table 1

Data Set Illustrating the Unbiasedness of the Cain Score

Estimator in the Presence of Regression Toward

the Mean

Participant Y, (YC-X)

1
2
3
4
5

4

7
8
5

6

7
10
11
8
9

6 1

7 1

9 1

7 1

6 1

-2
0

-1
-2

0

1

3
2
1

3

M

6

1

8

9

10

3 5 2 0

1 4 3 0

2 7 5 0

2 5 2 0

2 4 3 0

M

1

-2

-3

0
-1

-1

and X, for which the inequalities above also hold. And

it is also clear that these inequalities do not depend on
the number of participants in the groups.

We now assume that the self-selection of the par-

ticipants into the two groups was independent of the

decrease or increase of their fear of failure under both

the treatment and the control condition. This is the

condition for unbiasedness of the gain score estima-

tor, as expressed in Equations 29 and 30. For the data

in Table 1, this condition holds. This can be seen from

the columns (Y, - X) and (Yc - X). For both difference

variables, the average in the treatment group is equal

to the average in the control group, as is required by

Equations 29 and 30. It is instructive to check that, for

the data in Table 1, f8™" is unbiased.

It is easy to see that for every pattern of observed

(nonbold) numbers in the columns Yr Y,, and X, one
can choose unobserved (bold) numbers in the columns

Y, and Yc such that the condition in Equations 29 and

30 holds. One only has to make sure that (a) the

unobserved E(Y, - X\Z = 0) is equal to the observed

E(Y, -X\Z= 1), and (b) the unobserved E(YC - X\Z =

1) is equal to the observed E(YC -X\Z = 0). Thus, we

can conclude that for every set of observed data that

exhibits regression toward the mean, one can have a

set of unobserved data such that Tgam is unbiased.

The Role of Measurement Error

Usually, one looks at measurement error from the

perspective of an infinite number of independent test

takings at the same moment in time. The true score is

the average of this infinite number of test scores, and

the error scores are the differences between the test

scores and this true score. Introducing measurement

error, the variables X, Yc, and Y, can be written as

follows:

X=TX + EX, (34)

Yc = Tr+EY, (35)

and

Y,= TY+EY. (36)

Note. Numbers printed in boldface were not observed.

The 7"s are the true scores and the Es are the error
scores.

In classical test theory (Gulliksen, 1950; Lord &
Novick, 1968), the error scores are assumed to have

an expected value of 0, and to be statistically inde-
pendent of all other variables (in particular, indepen-
dent of the true and error scores in the equations

above). It should be noted that the assumptions of
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classical test theory already have been introduced in

the depression therapy example (see the When Does It

Not Work section). However, in that example, mea-

surement error in the usual sense (see above) was

replaced by fluctuations over time, with the true

scores being constant over time.

Measurement Error and the Covariance

Adjustment Estimator

For the condition under which f"""'"* is unbiased

(assignment on the basis of the pretest), it does not

matter whether pretest or posttest involve measure-

ment error. However, one may consider the situation

in which the assignment is on the basis of the true

scores (Tx). In practice, this situation is not interesting

because Tx cannot be observed, and assignment on the

basis of Tx cannot be realized by the researcher. Nev-

ertheless, it is possible to correct f""1-0* for measure-

ment error in the pretest. It turns out that, in the for-

mula for i""1-0*, one only has to divide p by the

reliability of the pretest (see Cochran, 1968b).

Measurement Error and the Gain

Score Estimator

For the condition under which Tsa'n is unbiased (see

Equations 29 and 30), it also does not matter whether

the pretest or posttest involves measurement error. An

important difference with the condition for unbiased-

ness of T""1-"* is that Equations 29 and 30 cannot be

realized by the researcher. Therefore, it is not such a

big step to start contemplating about what might hap-

pen if Equations 29 and 30 hold for the true scores

instead of for the observed scores (i.e., with X, Y^, and

Y, replaced by Tx, TYc, and TY):

E(TYt - rjZ= 0) = E(TY - TX\Z = 1) = £(7V - Tx)

(37)

and

E(TY -Tx\z=o = E(Tr -rx|z=i) = £(ry,-rY).
(38)

Starting from the formula for ¥"'" (see Equation 4)

and replacing X, Yp and Y, with the right-hand sides of

Equations 35 and 36, after some rewriting we get the

following:

T*""" = E(TYt - TJZ = 1) - E(TYc - TX\Z = 0)

+ E(EYi - EX\Z = 1) - E(E¥c - EJZ = 0).

(39)

If the condition in Equations 37 and 38 holds, the

difference between the first two terms in the right-

hand side of Equation 4 is equal to [E(TY) — E(TY)],

which is equal to [E(Y,) - E(YC)], the average treat-

ment effect T. Thus, the bias in ¥"'" is the following:

Tsa'"--T = E(EYp = \}-E(Ex\Z = 1)

0). (40)

The properties of the measurement error variables

EY and EY can be used to simplify the right-hand side

of Equation 40. To make this clear, we introduce the

function /that produces the assignments Z. The argu-

ments of /are denoted by R. Both the function /and

its arguments may be unknown; they are just a theo-

retical device that is used to denote the assignment

mechanism Z = f(R). In general, R is multivariate and

it is possible that some other variable S is a part of R.

In that case, we say that Z is affected by S. Using this

language, we can say that EY and EY are independent

of Z because (a) Z cannot be affected by EY or EY ,

because the latter are not available at the time of the

assignment, and (b) EY and EY are independent of all

other variables that may affect Z. It follows that both

£(£yJZ = 1) and £(EyJZ =0) are equal to 0, and the

bias in T*"'" can be written as follows:

¥"*'" - T = -£(£x|Z = 1 ) + £(£jf|Z = 0). (41)

It is not possible to drop the conditional expecta-

tions on the right-hand side of Equation 41 because Z

may be affected by Ex, which is available at the time

of the assignment. However, Ex can only be observed

through X, in which it is confounded with Tx. Because

of the confounding with Tx, statistical dependence

between Ex and Z is only possible if the assignment is

affected by X.

In many cases, particularly those involving self-

selection, the assignment cannot be affected by X be-

cause the pretest scores are not available to the as-

signment mechanism. For instance, in the depression

therapy example, if the participants were not told their

pretest scores, the assignment could not be affected by

them. In these cases, measurement error cannot be

responsible for bias in f™.

Measurement Error and Regression Toward

the Mean

Using the formulas in the previous section, it is

possible to clarify an issue in the discussion on re-

gression toward the mean. This point has nothing to

do with the estimation of the average treatment effect;

it is a separate problem that can be dealt with using

the concepts of classical test theory. One of the re-
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viewers remarked that there are actually two kinds of

regression toward the mean: (a) a kind that is caused

by different pretest-posttest trends in the true scores

in the treatment and the control group, and (b) a kind

that is caused by different pretest-posttest trends in

the error scores in the two groups.

We now make this distinction more explicit by

means of formulas. In the Regression Toward the

Mean section, starting from \ix > [ix , we defined re-

gression toward the mean as the fact that (n,y> - HY )

is smaller than (jj,x — nx ), while still being positive.

In the following, we assume that (\t,Ya - /JYJ is posi-

tive. So, we focus on the first part of the definition.

This can also be written as follows:

= 1) - E(YC\Z= 0) < E(X\Z= 1) - E(X\Z = 0).

Inserting Equations 34-36 after some rewriting we get

the following:

[E(TYt - TX|Z = 1) - E(TYc - TX|Z = 0)]

+ [E(E¥t - EX\Z = 1) - E(EYc - EX\Z = 0)] < 0.

The expression between the first pair of square brack-

ets is the difference between the two groups in the

pretest-posttest trend in the true scores, and the ex-

pression between the second pair is the difference

between the two groups in the pretest-posttest trend in

the error scores. Each of these expressions corre-

sponds to one way in which regression toward the

mean can arise.

It should be noted that the expression between the

second pair of square brackets reduces to [-E(E^Z

= 1) + E(E^Z = 0)] because £K/ and EY are inde-

pendent of the assignment variable Z. Thus, following

the reasoning in the Measurement Error and the Gain

Score Estimator section different pretest-posttest

trends in the error scores can only arise if the assign-

ment is affected by X.

In a way, we offered two "explanations" of regres-

sion toward the mean using the concepts of classical

test theory. Therefore, I think it is better to speak

about only a single kind of regression toward the

mean (as defined in the Regression Toward the Mean

section) that can be explained in several ways. An-

other way to explain regression toward the mean starts

from the concept of a regression line relating pretest

and posttest scores. Depending on the shape of this

regression line and the distribution of the pretest

scores over the two groups, the pattern of expected

values (involving p,x/ jxx, \t.y^ and \LYJ that defines

regression toward the mean may or may not emerge.

Conclusions

We can now give some advice to the researcher.

First, if the assignment is on the basis of the pretest,

one should use the covariance adjustment estimator.

This holds regardless of whether the pretest involves

measurement error. The only thing that can cause

problems is that the regressions E(Y,[X) and E(YC[X)

may not be linear. In that case, one should use block-

ing (for details, see Cochran, 1968a, and Rubin,

1977). To be able to check whether the linear regres-

sions hold for the full range of pretest scores, one

should avoid designs like the regression discontinuity

design.

Second, if the assignment mechanism is unknown,

one cannot say which estimator is best, the covariance

adjustment or the gain score estimator. It may be that
-cov.a<s. js bigger as ;n (j,e depression therapy ex-

ample. However, in other cases, f">v-Q* may be un-

biased, simply because the unknown assignment

mechanism (say, nature) is such that, conditionally on

X, it assigns the units at random to the conditions.

Similarly, it may be that ¥"'" is biased, as in the

remedial teaching example, or unbiased, as in the de-

pression therapy example and the fear of failure ex-

ample.

Third, regression toward the mean is not a reason

for not using the gain score estimator. This holds be-

cause regression toward the mean occurs in cases

where V*m is biased (the depression therapy example)

as well as in cases where it is unbiased (the fear of

failure example). The best way of looking at the re-

lation between the regression phenomenon and bias in

TS"'" is to see them as different aspects of the same

data pattern.

Fourth and last, if the assignment is not affected by

the pretest, measurement error cannot be the reason

for bias in the gain score estimator. This holds be-

cause ¥"'" does not depend on measurement error,

unless the assignment is affected by the pretest. In

many cases, the assignment cannot be affected by the

pretest because the pretest scores are not available to

the assignment mechanism.
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